
 

In: C. Penco, A. Negro (eds.), Proceedings of the 2021 Workshop on Context, 21-22 June 2021, online at https://www.finophd.eu/WOC2021/ 

Copyright © 2021 under Creative Commons License Attribution 4.0 International (CC BY 4.0) 

 

Epistemic Equivocity and Inference 

Yves Bouchard [0000-0003-2631-1598] 

Université de Sherbrooke, Sherbrooke QC J1K2R1, Canada 
yves.bouchard@usherbrooke.ca 

Abstract. What kind of knowledge does one get from an inference? Such a ques-
tion may appear as awkward, since the answer seems so obvious: From an infer-
ence, one gets knowledge simpliciter. I will challenge this view and defend the 
idea that inferences, that lead to logical knowledge, are context-sensitive. I will 
revisit the Muddy Children Problem, that is usually used to illustrate what is 
called common knowledge in epistemic logic. I will show that this problem puts 
also into light some sort of epistemic equivocity between concepts of knowledge, 
and consequently that the problem calls for some epistemological refinements 
with respect to the representation of the types of knowledge involved in an infer-
ence. 
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1 Knowledge and Inference 

When knowledge is exploited by inferential means, it may be taken for granted that the 
properties of knowledge assertions are preserved. To the question: What kind of 
knowledge does one get from an inference? One could respond: From an inference, one 
gets the very same type of knowledge than the one expressed by the premises. And this 
is precisely what a univocal concept of knowledge would allow, i.e., a logical treatment 
of the very same concept of knowledge. But, what if several concepts of knowledge 
(knowledge types) are involved in the premises? What is the type of knowledge one 
can get inferentially (by classical logic) from different concepts of knowledge? 

Consider the principle of epistemic closure, which stipulates that if one knows that 
𝜙 implies 𝜓 and knows that 𝜙, then one knows that 𝜓, formally (𝐾(𝜙 ⊃ 𝜓) ∧ 𝐾𝜙) ⊃
𝐾𝜓. In this formulation no distinction is made between the knowledge of the condi-
tional 𝜙 ⊃ 𝜓 and the knowledge of the formulas 𝜙 and 𝜓, even though in the former 
the object of knowledge is a logical relation, and in the latter, the objects of knowledge 
could be states of affairs. Suppose one wants to convey different knowledge concepts 
with distinct operators. In a representation where knowledge operators are labeled, one 
could have many formulations of the closure principle: 

 
(𝐾!(𝜙 ⊃ 𝜓) ∧ 𝐾"𝜙) ⊃ 𝐾!𝜓
(𝐾!(𝜙 ⊃ 𝜓) ∧ 𝐾"𝜙) ⊃ 𝐾"𝜓
(𝐾!(𝜙 ⊃ 𝜓) ∧ 𝐾"𝜙) ⊃ 𝐾#𝜓
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All of these formulations exhibit different meanings and consequences. For instance, if 
one considers 𝐾! as being logical knowledge and 𝐾" as being empirical knowledge, then 
from the same set of premises {𝐾!(𝜙 ⊃ 𝜓), 𝐾"𝜙)}, one could get three different 
conclusions, and perhaps many more since 𝐾# can be understood as any kind of 
knowledge that is not logical nor empirical. So, taking into account such variations in 
the representation demands additional refinements in the way knowledge is expressed. 
But, by not doing so, it can be shown that inferences about knowledge are exposed to 
the risk of inhibiting important epistemic differences that could ultimately lead to 
contradiction. This is the task that I undertake in the following sections of this paper. I 
want to put into light the potential of epistemic equivocity associated with a coarse-
grained knowledge representation and one of its consequences by revisiting the muddy 
children problem. 

2 The Muddy Children Problem Revisited 

In the literature, inferential knowledge is often associated with other notions such as 
justification and warrant. The notion of inferential knowledge that I will be dealing with 
falls outside the limits of a justification theory. I prefer to avoid any interference with 
the notion of justification. In my view, the notion of justification, as well as the ones of 
belief and reason, tends to bring more opacity than clarity to the analysis with which I 
am concerned. So, I will restrict my considerations mainly to the properties of the 
knowledge operator (K-operator) from a logical perspective. 

2.1 Inferential Dynamics 

The Muddy Children Problem (MCP) [1, 5, 4] provides a good conceptual setting for 
putting into light and for analyzing the difficulty I have in mind. The MCP usually 
serves the purpose of illustrating common knowledge and its properties. Common 
knowledge is a group knowledge, as universal knowledge and distributed knowledge 
(or tacit knowledge), and it is a major concept in dynamic epistemic logic [10, 11]. But, 
here, I want to take advantage of this problem for another reason, and the fact that group 
knowledge is present in the problem will remain secondary to my goal. In the MCP, 
two types of knowledge are in interaction: logical knowledge and perceptual 
knowledge. What I intend to emphasize is precisely their interplay in the epistemic 
situation of the muddy children. In doing so, I will bring to the foreground an 
epistemological difficulty that calls for a solution. 

Imagine three children playing in a park after a rainy day. Two of the children happen 
to have mud on their forehead. Each of the children can see that at least one of the others 
has mud on the forehead, but suppose none of them knows whether she has mud on her 
own forehead. This is the initial epistemic situation. Now, here comes the father, and 
he announces that at least one of them has mud on the forehead. He then proceeds to 
asking (simultaneously) the children if they know whether they have mud on their 
forehead. The MCP consists in showing how the father’s announcement and the 
children’s answers to his question impact on the initial epistemic situation. It can be 
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shown that, for a group of 𝑘 children (clever and truthful), 𝑛 of whom are muddy, after 
the 𝑛$% iteration of the father’s question, all the children with mud on their forehead 
will answer (simultaneously) yes. This consequence is due to common knowledge, to 
the announcement of the father, and to the (public) responses of the children to the 
father’s question. 

Following Halpern et al. [6], all the a priori epistemic possibilities can be represented 
in a lattice of triples (𝑎, 𝑏, 𝑐), where {𝑎, 𝑏, 𝑐} are the names of the children and the 
values {1,0} stand respectively for muddy forehead and not muddy forehead: 

 

 
Fig. 1. A priori epistemic possibilities 

Now suppose children 𝑎 and 𝑐 have mud on their foreheads. Since they can see 
(and hear) each other, there is a symmetrical relation between each of them. Here is 
the situation with the father as the announcer (!): 

 

 
Fig. 2. Epistemic situation 

It is important to note at this point that each child can get perceptual knowledge from 
the situation, and that each of them can eliminate a number of possibilities on the basis 
of perception. For instance, child 𝑏 can eliminate the two possibilities where she sees 
only one child with mud on the forehead, and children 𝑎 and 𝑐 can eliminate all the 
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possibilities where 𝑏 is muddy. Taking into account the perceptual knowledge of the 
children, we end up with a partial structure in which each child may consider two pos-
sibilities that depend on her own forehead: 

 

 
Fig. 3. Perceptual knowledge of the children 

This structure reflects the ignorance of the children in regard to their own foreheads. 
After the father’s announcement, no changes occur in the set of remaining possibilities, 
and, from a strict empirical point of view, this announcement is redundant with the 
information each child has. But the public character of the announcement makes it 
possible for all the children to know that all the children know that at least one of them 
has mud on the forehead. So, a higher order of knowledge becomes accessible, and this 
is where common knowledge comes into play. 

In order to render the reasoning more explicit, let us encode the information a child 
has in the form of a knowledge base (KB), where 𝐾& stands for x knows that and 𝑀𝑥 
stands for x has mud on her forehead: 

Table 1. Knowledge bases at initial state 

 
 

It is worth noting that I choose to represent knowledge explicitly, i.e., the knowledge 
bases (KBs) comprise knowledge assertions, and not simple (or categorical) assertions. 
This will contribute to make my point clearer about the difficulty I want to highlight.1 

 
1  Halpern et al. [6] have rightly insisted on some consequences of using knowledge assertions in the 
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When the father makes his announcement, instances of 𝐾(∀𝑦𝐾'(∃𝑥𝑀𝑥)) are as-
serted in each KB.2 Keeping separate first-order knowledge from higher-order 
knowledge in the representation (with a dashed line), some new states of the KBs are: 

Table 2. Knowledge bases after announcement 

 
 
After the first question of the father, all the children answer no. These answers pro-

vide new information. Child 𝑎, for instance, can take advantage of this new information 
and can reason by contraposition: “If I were not muddy, then child 𝑐 would have an-
swered 𝑦𝑒𝑠 to the question, because she would have seen two children without mud on 
their foreheads, and therefore she would have known that she is muddy. Since child 𝑐 
answered 𝑛𝑜, I must be muddy.” Children 𝑎 and 𝑐 can both reason this way, and, con-
sequently, they both know that they are muddy after the first round of answers. But 
child 𝑏 cannot reason this way. The only information available to 𝑏 (this information is 
also available to 𝑎 and 𝑐), is that at least two children are muddy. At the second iteration 
of the father’s question, children 𝑎 and 𝑐 will answer yes, while child 𝑏 will still answer 
no, in accordance with the expected result, and the structure reaches its final state: 

 

 
perspective of model-checking, as opposed to theorem proving. But, here, I am not concerned with the 
complexity introduced by the knowledge operator in a KB with respect to Kripke structures. 

2  Since the domain of interpretation is finite, an open formula will be considered as a shorthand for a com-
pound of instances; more precisely, ∃𝑥𝑀𝑥 ≡ (𝑀𝑎 ∨ 𝑀𝑏 ∨ 𝑀𝑐) and ∀𝑥𝑀𝑥 ≡ (𝑀𝑎 ∧ 𝑀𝑏 ∧ 𝑀𝑐). 



6 

 

 
Fig. 4. Final state of the structure 

The final states of 𝐾𝐵( and 𝐾𝐵) comprise respectively the new formulas 𝐾((𝑀𝑎) 
and 𝐾)(𝑀𝑐): 

Table 3. Final states of knowledge bases 

 
 

2.2 Epistemic Equivocity 

Now, I am in a position to formulate precisely the difficulty I want to address. This 
difficulty is observable in 𝐾𝐵( and 𝐾𝐵): is there any epistemic difference in 𝐾𝐵( 
between first-order assertions, and in 𝐾𝐵), between first-order assertions? More 
specifically, do the K-operators 𝐾((𝑀𝑐) and 𝐾((𝑀𝑎) in 𝐾𝐵( mean the same thing? 
𝐾((𝑀𝑐) represents the fact that child 𝑎 has perceptual knowledge of the mud on the 
forehead of child 𝑐. In the same way, 𝐾)(𝑀𝑎) represents the fact that child 𝑐 has 
perceptual knowledge of the mud on the forehead of child 𝑎. But what about 𝐾((𝑀𝑎) 
and 𝐾)(𝑀𝑐)? Do they also mean that children 𝑎 and 𝑐 have perceptual knowledge of 
their own forehead? It surely cannot be the case, because this possibility is excluded by 
stipulation (this is an initial parameter of the MCP). This stipulation is not itself an entry 
in a knowledge base. It is rather a constraint imposed on the knowledge bases. So, a 



7 

 

query to 𝐾𝐵( about the formula 𝐾((𝑀𝑎) would fail, in accordance to the stipulation, 
i.e., the formula ¬𝐾((𝑀𝑎) remains true in the perspective of 𝐾𝐵( (under the closed-
world assumption). The same holds for 𝐾𝐵). From these particular states of 𝐾𝐵( and 
𝐾𝐵), it seems that one can infer two (apparent) contradictions: 
 

𝐾𝐵( ⊨ 𝐾((𝑀𝑎) ∧ ¬𝐾((𝑀𝑎) 
𝐾𝐵) ⊨ 𝐾)(𝑀𝑐) ∧ ¬𝐾)(𝑀𝑐) 

 
This difficulty results from a lack of precision in the representation of knowledge 
instances at play here. What kind of knowledge precisely do children 𝑎 and 𝑐 have 
when, by reasoning, they arrive at their respective conclusion? It is my claim that 
distinct types of knowledge, as well as orders of knowledge, intertwine in this epistemic 
situation, and that all of this shows the necessity of some sort of differentiation of K-
operators. In my view, there is a fundamental ambiguity in formulas such as 𝐾((𝑀𝑐) 
and 𝐾((𝑀𝑎), and the MCP allows us to clearly exhibit this ambiguity. 

One way to increase the precision in the representation of the K-operators goes 
through the use of labels. In the MCP, in addition to perceptual knowledge, the children 
are exploiting logical knowledge. For instance, the knowledge child 𝑎 acquires by rea-
soning on the other children’s answers to the father’s questions is a logical knowledge 
about children 𝑏 and 𝑐’s knowledge, to wit a higher-order knowledge.3 This epistemic 
level shift should be reflected in the representation, so that the conclusion of the rea-
soning by contraposition of child 𝑎 should be expressed by a higher-order formula, i.e., 
by 𝐾(𝐾((𝑀𝑎) instead of 𝐾((𝑀𝑎). But, here again, we face another source of equiv-
ocity with the iterated K-operators. In the formula 𝐾(𝐾((𝑀𝑎), the first-order K-oper-
ator may not have the same meaning as the second-order K-operator, because their 
structure is significantly different as they do not have the same type of argument. So, it 
becomes crucial for the adequacy of the representation to differentiate the K-operators.4 
By using a label for each type of K-operator, one obtains the resulting formula 
𝐾"(𝐾!((𝑀𝑎), where 𝐾! and 𝐾" stand respectively for perceptual knowledge and logical 
knowledge. One must note that, in the expression 𝐾"(𝐾!((𝑀𝑎), the perceptual 
knowledge operator falls under the scope of the logical knowledge operator, i.e., per-
ceptual knowledge is now encapsultated into logical knowledge (it is an argument of a 
function) and this logical assertion can be treated logically. 

Applying these refinements on the KBs, one gets: 

 
3  The higher-order logical level could then be seen as a kind of super context in which all the reasoning 

about the other types of epistemic contexts are carried out. This idea of conceiving logic as a higher-order 
context comes from the seminal work of McCarthy and Buvac! [8, 9, 3] on contextual logic. 

4  Here I depart from Hintikka’s reading of iterated 𝐾 modalities (KK-thesis) [7]. 
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Table 4. Labeled K-operators 

 
 
By means of such a labeling of K-operators, the ambiguity between 𝐾((𝑀𝑐) and 

𝐾((𝑀𝑎), and between 𝐾)(𝑀𝑎) and 𝐾)(𝑀𝑐) in the KBs with unlabeled K-operators 
(Table 3) is resolved. It is explicit that the two K-operators 𝐾! and 𝐾" have different 
meanings. Children 𝑎 and 𝑐 do not know perceptually that they are muddy. Rather, they 
know it logically. Of course, they are now in a position where they can anticipate the 
perceptual knowledge of their respective state. But, in the strict perspective of this log-
ical knowledge, perceptual knowledge is only a possibility. Neither child 𝑎 nor child 𝑐 
do actually have perceptual knowledge of their own forehead, while nevertheless being 
in a position to have perceptual knowledge. The stipulation about the children’s igno-
rance with respect to their own state still holds. It follows from this that the apparent 
contradictory formulas 𝐾(𝑀𝑎 ∧ ¬𝐾(𝑀𝑎 and 𝐾)𝑀𝑐 ∧ ¬𝐾)𝑀𝑐, provable respectively 
in 𝐾𝐵( and in 𝐾𝐵*, are the results of a coarse-grained representation. In a fine-grained 
representation, both formulas are compatible, since we rather have 𝐾"(𝑀𝑎 ∧ ¬𝐾!(𝑀𝑎 
and 𝐾")𝑀𝑐 ∧ ¬𝐾!)𝑀𝑐. 

3 Conclusion 

This analysis of the MCP has important consequences on the modeling of knowledge. 
First, it shows that in a coarse-grained theory of knowledge, logical inferences and 
logical principles can be ambiguous (and this is the case for the closure principle and 
the introspection principle, among others). Second, it suggests that knowledge is not 
necessarily a univocal concept, and that there can be as many K-operators as there are 
types of knowledge involved in an inference. And third, it shows that logical knowledge 
does not transfer necessarily to other types of knowledge; in the MCP, logical 
knowledge is not transferred to (or substituted for) perceptual knowledge. Some other 
principle is required to guarantee the preservation of epistemic properties through the 
transfer of knowledge from one type to another.5 If one understands these different 
types of knowledge, and their relations, as expressing different epistemic contexts, and 
their intercontextual relations, then this problem of epistemic equivocity may receive a 

 
5 This is a point I addressed in [2]. 
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solution in terms of an indexical interpretation of the knowledge operator that could 
disambiguate knowledge assertions, as Buvac> [3] conceived it, which is in line with 
epistemological contextualism. 
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